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Abstract:

The estimation of models involving discrete mixture s is a common practice in
econometrics, for example to account for unobserved heterogeneity. However, the
literature is relatively uninformative about the me asurement of the precision of the
parameters. This note provides an analytical expression for the observed information
matrix in terms of the gradient and hessian of the latent model when the number of
components of the discrete mixture is known. This in turn allows for the estimation
of the variance covariance matrix of the ML estimator of the parameters. | discuss
further two possible applications of the result : t he acceleration of the EM algorithm
and the specification testing with the information matrix test.
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1 Introduction

In practice the specification of many micro econometric models requires the
introduction of components capturing unobserved het erogeneity to account for over-
dispersion (in Poisson models, in duration models), for specific effects (when dealing
with repeated measurements, or in the case of cluser specific effects), for uncertainty
about the model that should be considered (in the case of switching regression with
unobserved regime) etc...

The specification of the model of the observed quantities of interest can often be
decomposed into two parts. The first part describes the distribution of the
unobserved component, and given the unobserved element and in general some
covariates, the second part describes the conditioral distribution (density) of the
quantity of interest. Formally the distribution of the observed variable of interest,
say Y, given a vector of covariates, say X , takes the general form of a mixture :

Pr[Y:y|X=>]:DsP[Y= yl X= xe =]e d k, 1)

where e is the unobserved random variable which describes unobserved
heterogeneity over some domain of definition D,, and where Pr[Y —y|X=xe= e}

is usually fully specified. F (e) is the cumulative distribution function of e. At this

stage F (e) can be assumed to belong to a well specified paranetric family in which

case the calculation of the observed likelihood is straightforward and the estimation
proceeds, more or less directly, from there. Alternatively it can be left unspecified
and the estimation problem can be thought essentially as a non-parametric problem.
However, in this latter case it can be shown that the maximum likelihood estimator
of the mixture takes the form of a finite discrete mixture (i.e. a list of discrete
locations, i.e. values of e in D, and probability weights, see Lindsay (1983) ), which

in practice allows/demands the use of conventional maximum likelihood
arguments.

In this context the estimation problem is often solved using the EM algorithm (see
for example Gouriéroux & Monfort, 1995). In this no te, following Oakes (1999), |
show that the EM algorithm in the discrete mixture case allow for a relatively simple
evaluation of the variance covariance matrix of all the parameters of interest. | give a
general analytic expression for the Hessian of the observed likelihood of a model
with finite discrete mixture with known number of t ypes in terms of the gradient
and the Hessian of the expected latent log-likelihood. Finally | discuss how this
analytical expression allows for quasi-Newton accel eration of the EM algorithm, and
for an Information Matrix specification test.

2 The Model

In what follows | assume that there are N (independent and identically distributed)
observations/clusters, indexed , and F (given) number of components to

the mixture. However the allocation of observations to types is unobserved. For a
given observation i and type f the contribution to the likelihood is (I omit to
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indicate the values Y and X take...) where is a vector of k parameters. All the
unknown locations , , are elements of , hence . Indeed, in some

cases the model of interest will include some covariates and the parameters (type
invariant or not) associated with the covariates are included in . On the other hand

the probabilities of each type , , , are not collected in ¢g.

Assuming that we observe the type of each observation i the (latent) likelihood can
be written as

L , ()

where f¢=(g %p,,...,p:.,), and if observation i is of type f, and O otherwise.
Note that the latent likelihood given complete observation L(f) is to be
distinguished from the observed likelihood given pa rtial observation, L(f). In
principle L(f) is easily defined:

however in practice it may be difficult to evaluate (see Lee, 2000) and/or difficult to
maximise, in particular when each cluster is a collection of many observations at a
lower level (i.e. individual within a family, worke rs within a firm, etc...). In what

follows Il assume that the evaluation of and its derivatives is

“straightforward” (or known, or at least easier to obtain than the equivalent
quantities from the observed likelihood).

The latent log-likelihood can therefore be written as

L . 3)

For a given value of the parameters, collected in , the EM

algorithm proceeds first (Expectation step) by calculating the Expected latent log-
likelihood given what is observed (which we represe nt by O), we have

L O

(4)
o) o)

where Ey[.|] stand for the conditional expectation calculated with the joint

distribution indexed by the vector of parameters y . In particular it can be shown
that

o - . )]



In the second stage (Maximisation step) is maximised with respect to
This procedure is repeated until convergence (i.e. until ). The

algorithm is known to be monotonic (i.e. the observ ed likelihood increases), and if
convergent it solves the likelihood equations. Furthermore in some cases it can be
shown to yield the maximum likelihood estimator, i. e. . In what

follow I'll assume that the EM algorithm gives the ML estimator. The next section
shows how the observed information can be calculated using the Expected latent
log-likelihood only.

3 The Hessian of the Observed Likelihood

In a recent paper Oakes (1999) shows that the Hessin of the observed log-likelihood,

, can be obtained from derivatives of only. For all 7/, we have

(6)

While we would expect the first term (the Hessian of the expected latent log-
likelihood) to be definite negative, the second term which corrects for the missing
information is likely to be definite positive. In t he multivariate context we may
expect that the first term dominate the second term (in the sense that the difference
between the two terms is a negative definite matrix). The practical issue is with the
evaluation of the second term.

In the context of discrete mixtures the evaluation of the quantities of interest is
straightforward. Direct calculations of the gradien ts with respect to the components
of give

: (7)

with —F,and

, for all . (8)

The required second derivatives are then easy to oliain, we have first the elements
of the Hessian of the observed likelihood

: ©)

_ F
with —— and H (quy)= ps WV )H; @)

— — (10)

for all



, forall . (11)

The elements of the second term in (6), are such that

(12)
where
hence if g, = g,
symmetric and p.s.d. . azy
B - — - (13)
_— B _ B (14)
such that whenever f =y
Finally for all , we have :
(15)
Moreover it is straightforward to show that if then the sum
H _ _
—_— (16)
is a symmetric matrix ( where H —).
Furthermore, whenever forall f=1..F- 1, then
17)

is symmetric in the indices f and g.



These expressions define the observed information. Therefore they can be used to
obtain an estimate of the variance covariance of the parameters (i.e. by taking the
inverse of the observed information matrix). As equ ation (6) makes clear, the
calculation of the observed information can be understood as the sum of the Hessian
of the expected latent log-likelihood and of a correction matrix for the effect of
missing information. The expressions above show that the elements of the correction
matrix do not depend on second order derivatives of the latent likelihood but only
on the gradients of the latent likelihood, and are therefore easy to evaluate.

4 Implications

A first direct consequence of the expression aboveis that it is in principle possible to
accelerate the convergence of the EM algorithm. At least when the likelihood
gradient is small enough (this would have to be determined in practice), the
calculation of the Hessian of the observed likelihood allows one, or more, “safe”
Newton Raphson step (safe in the sense that it doesnot lead to a reduction in the
likelihood) with the advantage of a quicker converg ence.

The following small scale simulation study indicate s that the gains from
acceleration can be substantial. | generate N (250or 1000) observations from a
mixture of exponential variates with two types. The re are then three parameters to
estimate, the mixture parameter, say p, and the parameters of the exponentials, say

and .1 set and ,and p is set to 0.15, 0.3 and 0.5, in turn. In
this simple case the EM updating formulae as well as the expressions for the
observed information matrix are easily derived 1. To show the potential acceleration
gains | compare the EM algorithm with an algorithm which uses a Newton-Raphson
step if it leads to a “small enough” change in the parameters, and uses the EM
update otherwise.?

| present the simulation results for different valu es of the mixing parameters
and the number of observations. Table 1 presents the results for 250 replications’.
The first row presents the number of iteration to c onvergence for the EM algorithm.
Each cell on this row presents the average, the medan and the standard deviation of
the number of iterations to convergence. Hence thefirst cell of the first row reads

1 These are given in the appendix.

2 Note . The change in the parameters value obtained aftera Newton-
Raphson step is small enough if it is small compared to . For the simulations | present, if is
suchthat|| | [ | then the algorithm performs a Newton-Raphson step. This

modified algorithm may be useful when the evaluatio n of the observed likelihood is difficult in which
case it may be difficult to determine the optimal | ength of the Newton-Raphson step.

3 The simulations are run on a PC machine with a 2.2GHz Xeon processor running Gauss 40.
The program is available upon request from the auth or.
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that it took on average 166 iterations to reach corvergence, the median number of
iterations to convergence was 145, and the standarddeviation of the number of
iterations to convergence was 96. The second row pesents the same results for the
modified algorithm. The third row presents the rati os (modified algorithm relative to
the EM algorithm) of the averages, the medians and the standard deviations of the
times to convergence. The last row reports the proportion of convergences where the
EM algorithm requires less iteration.

Clearly the modified algorithm does better than the EM algorithm in terms of
number of iterations. Indeed both the average and the median number of iterations
are smaller. The variability of the number of itera tions until convergence is large and
broadly similar between algorithm when the sample s ize is small (250). For the
smaller sample size the modified algorithm takes on average longer. For the larger
sample size (1000) the number of iteration of the nodified algorithm is clearly less
variables. Furthermore, the modified algorithm does in general better than the EM
algorithm, since the ratio of the median times to convergence is never larger than 1.
However, the time to convergence for the modified algorithm is significantly more
variable.

The differences between algorithms can be attributed to the higher
computation burden of the modified algorithm. The m odified algorithm always
requires the calculation of the information matrix, but may not always be able to use
it. In some extreme cases the modified algorithm may never perform any Newton-
Raphson step but still incur the computation costs. However, in a large proportion of
cases the modified algorithm clearly outperforms th e EM algorithm. Although the
acceleration procedure proposed above is ad hoc, itdemonstrates nonetheless that
the EM algorithm can be accelerated substantially and safely using the observed
information formulae | provide. Finally, note that less ad hoc procedures (but which
may require additional information, like the evalua tion of observed likelihood)
leading to faster convergence are available, see fo example Jamshidian & Jennrich
1997.

Table 1

p=0.15 P=0.30 p=0.50 p=0.15 p=0.30 p=0.50
N=250 N=250 N=250 N=1000  N=1000  N=1000

EM, iterations ) o5 14506 168,146,890 184,183.80 143,119,83 1367330 189,194.84

number
EM/NR, iterations g9 55 g3 582381  63,34,78 21,5,45 16,5,25 34,9,44
number
Timeto 191,45 180547 215  080253.2.7,0252 10333
convergence ratios
%EM faster 0 0.4% 0 0 0 0




The formulae above provide expressions in terms of the latent likelihood, for
restrictions that have to hold under correct specification, i.e. when the information
matrix equality holds.

In particular, given correct specification and for any value of the parameters we have
(allowing for the covariates)

A (18)

as a consequence of and differentiating twice with respect to

Furthermore, we can easily see that (again as a consequence of

this time differentiating with respect to ¢ first and then with

respectto ), forall f =1..F - 1, and for

— — (19)

These restrictions are the basis of the Information Matrix test (for an introduction see
Gouriéroux & Monfort, 1995, for more details see White, 1994). As an illustration of
the type of restrictions obtained, consider the example of a mixture involving two

types, and such that, given the type, the latent distribution of Y given a vector of

covariates , is Poisson with parameter . In this context
We have the following expressions for and
(20)
(21)

and therefore

(22)

where e, is a vector of zeros with a 1 in position f.

Substituting (22) in (18) and making the required simplifications | obtain the
restrictions:

(23)

where
(24)
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and

(25)
and where is the operator which stacks the functionally inde pendent
elements of a symmetric matrix.

Furthermore
for . (26)
for . 27)
The first set of restrictions (23) assesses the hetoscedasticity of an average second
order residual, , while the second set of restrictions

in (26) and (27) assesses the heteroscedasticity ofach type specific second order
residual. Under correct specification, the last set of restrictions demands that the
posterior allocation of an observation to a type, , and the type specific second

order residual, , are uncorrelated. Clearly, these restrictions

require that any type specific or average over-dispersion (as measured by the second
order residuals) is uncorrelated with some function s of the covariates.

Following an identical process of substituting (20) in (19) and simplifying leads to
the following restrictions

(28)
for (29)

where for

The first of this latter set of restrictions (28) requires that
and are uncorrelated. For this restriction to

have any power, must be different from zero, which requires equiv alently
that for all values of : the two types must be different. The second
set (29) requires that the posterior allocation to type, is uncorrelated with the

type-specific residual

Although specification testing is better conducted using the full set of restrictions
implied by the Information Matrix Identity, some of the restrictions above may
provide the basis for some graphical exploration of the misspecification. For
example, a plot of the values of one of the residuds,

, or against one component of well chosen
functions of the covariates may shed some light on the quality of the specification.

4 Note that although it is not explicit in the notat ion, the quantities are
functions of the dependent variable  and the vector of covariate



With hindsight, the fact that these residuals are involved in the detection of the
misspecification appears natural. Indeed usual spedfication tests (Cameron and
Trivedi, 1998) in the (single type) Poisson case shre such features.

The restriction embodied in equation (28) however indicates that the absence of
correlation between the covariates and a different type of residual is of interest. The
residual involved can be re-written as the weighted difference between the two type
specific first order residuals, i.e.

Hence if the specification (the number of types) is correct we expect some properly
weighted> difference between the type specific first order residuals to be
uncorrelated with the covariates.

The generalisation to a larger number of types seens straightforward, however how
well such a test would perform in practice remains to be studied. In particular, it
would be of interest to understand how such a test performs when the number of
types is too small or too large.

5 Again the notation is deceptive, , , are functions of the dependent

variable and of the covariates.
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6 Appendix

Observed log-likelihood for a mixture of exponentia Is

Expected log-likelihood

with

EM updates

Hessian of the expected log-likelihood,

all the other terms are zero.
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Second term in (6),
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